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Manipulation Detection on Image Patches
Using FusionBoost
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Abstract—In this paper, we propose a novel manipulation detec-
tion framework for image patches using a fusion procedure, called
FusionBoost, in conjunction with accurately detected derivative
correlation features. By first dividing all demosaiced samples of a
color image into a number of categories, we estimate their under-
lying demosaicing formulas based on partial derivative correlation
models and extract several types of derivative correlation features.
The features are organized into small subsets according to both
the demosaicing category and the feature type. For each subset, we
train a lightweight manipulation detector using probabilistic sup-
port vector machines. FusionBoost is then proposed to learn the
weights of an ensemble detector for achieving the minimum error
rate. By applying the ensemble detector on cropped photo patches
from different image sources, large-scale experiments show that
our proposed method achieves low average detection error rates
of 2.0% to 4.3% in simultaneously detecting a large variety of
common manipulation attempts for image patches from several
different source models. Our framework shows good learning
efficiency for highly imbalanced tasks. In several patch-based
detection examples, we demonstrate the efficacy of the proposed
method in detecting image manipulations on local patches.

Index Terms—Authentication, boosting, demosaicing, ensemble
learning, features, forensics, fusion, manipulation detection, photo,
tamper detection.

I. INTRODUCTION

D IGITAL photography has grown rapidly in the past
decades and cameras become increasingly popular.

However, with advances of computer technology and devel-
opment of the cheap yet sophisticated image editing tools, the
traditional trust on photos has been severely challenged as
digital images can be easily altered. In many cases, human eyes
can hardly distinguish whether a given photo is the direct output
of a camera model as claimed or has been maliciously manipu-
lated afterwards. As digital color photos are still widely used as
important visual evidences in growing number of applications
such as journalist reporting and police investigation, reliable
photo authentication and manipulation forensics are paramount
to restore the public trust towards the digital visionary.
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In digital photo authentication, we classify the passive ap-
proaches into two general categories, manipulation specific and
universal. The manipulation specific approaches detect the spe-
cific anomaly leftover by a particular manipulation, e.g., region
duplication [1], [24], [25], resampling [5], splicing [2], [23] and
JPEG recompression [8], [12], [13], [20], while the universal
approaches detect the disturbances and inconsistencies on some
intrinsic image regularities, which can be caused by a number
of manipulations or their combinations. The image regularities
used in previous forensics works include lighting consistency
[4], sensor noise pattern [11], [15], demosaicing regularity [5],
[16], [18], [21], [22], high-order wavelet statistics [7], [9] and
image quality metrics [3], [9], etc. These regularities are either
bounded by physics law or formed in the camera processing
pipelines. Different regularities work well for different forensics
scenarios. One can refer to [14], [17], [19] for recent surveys on
the forensics applications using different regularities. Although
highly effective in some situations, many of the above detection
techniques have not demonstrated reliable results in detecting a
wide range of image manipulation attempts without making ma-
nipulation-specific system adjustment.
Our objective is to reliably detect a wide range of common

image manipulations so that a forensics analyst can analyze a
suspicious local image patch to determine whether it is original
from a source class as claimed or it has been manipulated after-
wards using a single classification model. Since many types of
manipulations exist, the space of manipulated images is huge
as compared with the genuine image space for a given source.
We formulate the detection problem as a largely imbalanced
binary classification task. Given a set of training images, we
first extract correlation features for each image and train a
set of lightweight probabilistic manipulation detectors using
different feature subsets. FusionBoost is then proposed to learn
the weight of each individual classifier to construct a strong
ensemble detector. Several key contributions of our proposal
include: 1) We propose a two-step learning framework, which
simplifies a highly imbalanced learning task with high-dimen-
sional features into two easy-to-manage steps, i.e., learning
lightweight probabilistic support vector machines (PSVM)
manipulation detectors and fusion with FusionBoost. 2) We
introduce a set of derivative correlation features and freshly
demonstrate their good capability for manipulation detection
tasks. 3) We propose a novel FusionBoost to iteratively com-
bine a set of probabilistic manipulation detectors. Large-scale
experiments also demonstrate that our FusionBoost ensemble
classifier works extremely well in detecting a wide range of
common manipulation attempts.
In addition, our proposed method offers a salient advan-

tage for image forensics. To make deliberate image forgery
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Fig. 1. Four Bayer color filter array (CFA) patterns.

harder, it has been advocated in [1], [10] that comprehensive
image forensics should be based on a suite of forensics tools,
which examine different image aspects. This literally means
combining different forensics experts and diverse features.
Such a concept is well supported in the proposed framework,
which allows different forensics experts to be combined into
a strong ensemble expert. Our boosting based algorithm can
efficiently deal with highly imbalanced learning tasks, e.g.,
with a class imbalance ratio of 62:1. The probabilistic score of
the ensemble expert can be used as a confidence score to help a
human analyst decide whether an image patch is manipulated.
The flexible system structure also offers several advantages:
1) By breaking down the high-dimensional features into small
subsets, each lightweight detector is better learned with a
same set of training images; 2) FusionBoost can be used as a
separate tool to effectively combine other forensics detectors,
which enables easy maintenance, such as adapting the clas-
sifier weights for new training samples and adding/removing
individual classifiers. Different from conventional boosting
techniques, which combined weak classifiers, our FusionBoost
is applicable to combine strong PSVM classifiers without
requiring the time-consuming classifier retraining. 3) In the
case that speed is the major concern, one can also use our
best lightweight detector which requires only a small subset of
our proposed features and can still provide a competitive low
detection error rate.
The remainder of this paper is organized as follows. Section II

details the proposed method. Section III demonstrates the com-
petencies of our ensemble manipulation detector through exper-
iments. Section IV draws the conclusion.

II. PROPOSED DETECTION FRAMEWORK

We formulate image manipulation detection as a highly
skewed binary learning task to classify a given image either
into the intact class or the manipulated class.

A. Derivative Correlation Features

Demosaicing is a common in-camera software process that
interpolates the missing colors due to color filtering by a color
filter array (CFA). As an important enhancement that ensures
the image fidelity, demosaicing has been researched intensively
with many available algorithms [33]. As each demosaicing al-
gorithm tends to introduce some unique image correlation, its
detection is useful for image forensics.
Our correlation features are extracted using an accurate de-

tection framework [21] as described below. Since Bayer CFAs
have been dominantly used [33], by assuming one Bayer CFA in
Fig. 1 is the correct underlying CFA, we first separate the sensor
samples from the demosaiced samples. Through using a precise
reverse classification, we divide all demosaiced samples from 3
color channels into 16 categories with known demosaicing axes.
Each category shares a similar demosaicing formula. Knowing

that demosaicing a sample along an axis is equivalent to esti-
mating its partial second-order derivative along that axis, we
use derivative-based correlation models for estimating the un-
derlying demosaicing formulas for each category. For instance,
we express the prediction error as

(1)

for the -th sample of the -th category , where
and and denotes the size of the -th category,
is the derivative of , and contains the support

derivatives computed from the neighboring sensor samples. In
the case that the -th category is in the red or blue channels,
also includes the support derivatives from the green channel.

are the weights for the underlying demosaicing
formula and is the number of weights selected. By organizing
all these equations from the -th category into a matrix form, we
have

(2)

where ... , ... , ... and

... .

Since , the optimal weights are solved as a regu-
larized least square solution below

(3)

where is a small regularization constant and de-
notes an identity matrix. With the weights solved, we readily
compute 3 following types of features for all the 16 categories:

Weights (WT): we derive 312 weights representing the un-
derlying demosaicing formulas;
Error cumulants (EC): we compute 64 cumulants of
absolute errors including mean, variance, skewness and
kurtosis;
Normalized group sizes (NGS): we compute 8 such features
as the percentages of demosaiced samples in 8 selected
categories.

For the four Bayer CFAs in Fig. 1, our feature extraction
above is repeated to derive a total of 1248WTs, 256 ECs and 32
NGSs. Our features contain both the CFA and rich relative infor-
mation for the four channels of image correlation. The reverse
classification and derivative correlation models also reduce the
detection variations caused by heterogeneous image contents.
Compared with conventional correlation detection schemes, our
selected features demonstrate good results in identifying various
image sources as reputed in [21].
In this work, we freshly use these features in detection of

image manipulations. By collecting 200 color images of 512
512, we first re-demosaic them using Hamilton’s algorithm

[33] to create the intact color images. We then separately apply
13 types of manipulations related with brightness and contrast
adjustment, sharpening, low-pass filtering, resampling, adding
random noise and lossy JPEG compression. One can refer to
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TABLE I
TWENTY DEMOSAICING FEATURE SUBSETS

The symbol ‘ ’ represents all applicable sub-categories. In the “Axis” row, : vertical axis; : horizontal axis; : minor diagonal axis, : main diagonal axis
and : omnidirectional or the average axis;
To interpret the feature sets, for instance, the feature set includes all 52 weights (WT) features from the category of green (G) demosaiced samples located
on the red (r) sensor samples with as the predetermined demosaicing axis. Similarly, the various demosaiced sample categories are described in [21].

Table II for these manipulations and one medium-range param-
eter is chosen for each manipulation type.We analyze the signif-
icance of the distortion to our features by these manipulations.
By letting the intact images be one class and each of 13 manip-
ulated types to be one class, we form a total of 14 classes. Prin-
cipal component analysis (PCA) is used to reduce the feature di-
mension. By utilizing the 30 PCA features with support vector
machines classification, we find that the intact class can be sepa-
rated from each of the 13manipulation classes with nearly 100%
accuracy.
This good result shows that common manipulations can leave

significant distortion traces in our derivative correlation fea-
tures. In the following section, we use these features with Fu-
sionBoost to learn lightweight manipulation detectors for prac-
tical photos.

B. Learning Individual Manipulation Detectors

In order to learn the individual lightweight detectors, we di-
vide the features into twenty feature subsets ac-
cording to both the feature type and the demosaiced sample cat-
egory. Table I shows the descriptions of these feature sets. Each
subset contains the features extracted based on the four different
Bayer CFAs to ensure features in good relevance are placed in
the same subset. Since the feature subsets are either extracted
from different demosaicing categories or from different feature
types, diverse performance is expected for detecting different
manipulations.
With each feature subset, we train an individual universal

detector using PSVM with radial basis function (RBF) kernel,
which is implemented in the LIBSVM toolbox [26] with the fol-
lowing modifications:
1) The feature vectors extracted from our intact class are re-
peated to make sizes of the intact and the manipulated
classes comparable before the data are fed into PSVM
training. This boosts the prior probability of the intact class
and expands the decision boundary towards the manipu-
lated class.

2) Performance of PSVM with RBF kernel is dependent on
parameters [26]. Instead of minimizing the total
error rate in the LIBSVM toolbox, we minimize the av-
erage of type-I and type-II error rates on a cross-valida-
tion feature set in our log-scale grid searching for the best
PSVM parameter combination. Here, the type-I and type-II
error rates are respectively the error rate of classifying an
intact image as the manipulated and that of classifying a
manipulated image as the intact class.

With the best parameters determined for the -th feature
subset, we perform cross validation (CV) to generate the
CV probabilities to approximate the expected probabilistic
outputs for the -th manipulation detector , where

. For a -fold CV, we first randomly divide the
training samples into equal partitions. Each time, we select
one test partition and the remaining partitions are used
for training. The trained PSVM detector is then applied to
the test partition to have the corresponding CV probabilities.
After choosing each of the partitions as a test partition, we
gather a large set of labeled CV probabilities , where

, is the -th training
image, is the class label with ‘1’ denoting the
intact class and ‘0’ denoting the manipulated class,
and . is the number of training samples. Note
that we can choose a large so that the statistics of our CV
probabilities best match with those measured on the unseen
data. However, since a large usually requires more training
time, we select .
With the CV probabilities, we measure the equal error rate

(EER) and its corresponding threshold for each detector. We
observe that the measured EER thresholds are inconsistent
for the manipulation detectors associated with different
feature subsets . Their values can differ significantly from
the threshold of 0.5 for probabilities. Since it is desirable to op-
erate each manipulation detector on a common basis so that they
can be better combined at a later time, we perform the following
nonlinear normalization

(4)

where and are respectively the original and the normal-
ized probabilities and is an exponential parameter. The
normalization in (4) satisfies and . We fur-
ther require so that

(5)

where is the measured EER threshold on the CV probabilities
and 0.5 is the desired EER threshold. From (5), we derive

(6)

The exponential normalization function in (4) is smooth and
monotonically increasing, which ensures that 0.5 is the new
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Fig. 2. Comparison of flow graphs for the proposed FusionBoost, RealBoost [29] and FloatBoost [31].

EER threshold and the EER is unchanged after the normaliza-
tion. In the following section, we let represent the nor-
malized individual manipulation detectors.

C. Constructing Ensemble Manipulation Detector

We linearly combine the pool of individual detectors and the
ensemble detector is written as

(7)

where for denote the classifier weights and
. Since the different individual detectors are

associated with different feature subsets, diverse detection per-
formance is expected. At the same time, we also expect some
individual detectors to have correlated performance. There-
fore, it is important to properly determine the weights
for achieving good performance. In this study, we propose a
FusionBoost algorithm to iteratively find the best weights. The
flow graph of FusionBoost is shown in Fig. 2 in comparison
with those of RealBoost [29] and FloatBoost [31]. Note that
FusionBoost is leveraged on the development of RealBoost
with a specific aim to combine a pre-trained set of probabilistic
classifiers in a recursive manner. See Appendix A for the
introduction and our extension of RealBoost to combine prob-
abilistic classifiers. Previously, a variation of AdaBoost, the
discrete version of RealBoost, has also been applied to combine
image steganalyzers [32]. FloatBoost differs from RealBoost
with an additional backtrack mechanism named conditional
exclusion, which removes the ineffective classifiers from the
ensemble every time when a new classifier is included. Similar
to FloatBoost, FusionBoost incorporates a floating search based
backtrack mechanism, but in a different manner. Below, we de-
scribe the FusionBoost algorithm and highlight its comparative
strength over the previous methods in classifier fusion.

Fig. 3 shows the procedures of FusionBoost. Like other
boosting algorithms, FusionBoost has the intrinsic capability
to handle imbalanced learning tasks. In the initialization in
Step 1, the initial total weights distributed to the intact and the
manipulated classes are equal to reflect their equal importance
in the learning objective. Since more samples are present in the
manipulated class, after equal weight division within a class,
the weight of each manipulated sample is significantly smaller
than that for an intact sample.
In FusionBoost, we write the stagewise ensemble detector as

(8)

where is the selected classifier from the pool
, is the current number of stages, is the weight

associated with , and

is a control flag. Compared with (A.5) in
Appendix A, we have added in (8) for controlling the
on/off state of the individual classifiers. The output class label
is written as , where rounds a real-valued
probabilistic score to its nearest integer. An error occurs if

. By maintaining and updating a sample
distribution, RealBoost [29] iteratively trains and selects a new
classifier with adaptive weight assignment. This iterative
process minimizes the upper bound of an exponential loss func-
tion (see (A.2)) and optimizes the separation margins by always
emphasizing more on the harder samples. In Step 2 of Fusion-
Boost, we modify the RealBoost framework for fusing our
probabilistic classifiers. Given the ensemble classifier ,

is selected to minimize , the average of type-I and

type-II error rates for .
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Fig. 3. FusionBoost learning.

The weight associated with is derived as [29] [see (A.3)]

(9)

where is a small smoothing constant and the new sample dis-
tribution is updated by [29] [see (A.7)]

(10)

To achieve better performance, we introduce in Step 3 of our
FusionBoost a novel backtrack mechanism, called conditional
toggling, to switch off the unfavorable stages. Previous research
[29], [31] has shown that adding a new RealBoost classifier
stage does not certainly lead to better error rate. Hence, unfa-
vorable stages exist. FloatBoost [31] uses a conditional exclu-
sion procedure to remove the unfavorable classifier stages every
time when a new classifier stage is included. It is claimed in
[31] that FloatBoost typically results in fewer classifier stages
with comparable performance of RealBoost. Our FusionBoost
has the following unique features in the backtrack design:
1) FusionBoost toggles the on/off control flags of the included
stages instead of removing an unfavorable stage. This al-
lows the off-ed stages to be switched on again if it improves
the performance in the future iterations.

2) FusionBoost’s backtrack is designed to be independent
from the forward inclusion. This is achieved by temporally

resetting the control flags in to be a default of “1” in
our forward inclusion steps 2.2 and 2.3 in Fig. 3.

3) A period is selected to control frequency of the back-
tracking. Empirically, we find that our FusionBoost per-
forms better with a carefully selected than two extreme
cases corresponding to and .

Besides these backtrack differences, FusionBoost adopts an
objective criterion in selecting the next classifier, i.e., to mini-
mize the average of type-I and type-II error rate. Note that, as
an optional step in Fig. 2, retraining the classifier pool based on
the updated sample distribution is implicitly supported by both
RealBoost and FloatBoost. However, retraining a large classi-
fier pool is highly computation-intensive and requires efficient
classifiers that can take the sample distribution as an input. It is
also inapplicable to the scenarios that some given forensics clas-
sifiers act as black boxes, which do not allow retraining. There-
fore, as far as our concern in this work, FusionBoost combines
a set of pre-trained probabilistic classifiers, which are generally
stronger and fewer than the large number of “weak” classifiers
used in the traditional boosting learning scenario.
The iterative learning in FusionBoost stops after a large

number of iterations, say 1000 for a pool of classifiers.
In Step 4, FusionBoost finds , the number of iterations for the
lowest training error rate. According to (8), we can write

(11)
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TABLE II
MANIPULATION TYPES AND OPERATIONS INCLUDED IN THE EXPERIMENT. IN THE LAST COLUMN, “4 ” REFERS TO 4 TIMES OF THE INTACT CLASS

By substituting into (11), we derive

(12)

where
if
otherwise

. By comparing (12) and

(7), the weights are written as

(13)

III. EXPERIMENTAL RESULTS AND DISCUSSION

As mentioned earlier, the proposed solution is evaluated to
discriminate the following classes.
• : an image is intact from a given source as claimed. The
source can be a particular camera, a RAW-converter tool
or a group of similar processing pipelines;

• : an image is not the direct output from the given source
as claimed, where some manipulation or additional pro-
cessing takes place, or the image is from a different source.

To prepare the simulation image datasets for and ,
we first collect 200 photos from each of the 12 different
sources including 6 camera models and 6 RAW tools. The
camera models are Canon Ixus I, Canon 400D, Nikon D70,
Olympus E500, Sony Alpha 350 and Sony P73. The RAW
tools are ACDSee 10, Capture One 3.7.8, Corel PaintShop Pro
12, Olympus Master 2, Photoshop CS2 and Picture Window
Pro 4. Our photos cover a large variety of common scenery
under different lighting conditions. For the 6 camera models,
the photos are stored in the camera default JPEG format and
the RAW-tool photos in TIFF format. For the TIFF photos,
the original RAWs are captured by the same Olympus E500
camera. The photo sizes vary from one source to anther with
the smallest of 2274 1704 for the Canon Ixus camera and
the largest of 4592 3056 for the Sony Alpha350 camera.

To have reliable results, we increase the experiment scale by
cropping 3 non-overlapping local image patches of 512 512
along the central row of each photo. This triples the number
of images per source model to 600.
To construct an intact image set for class , we consider

a wide range of manipulation types as tabulated in Table II.
These include various luminance-plane manipulations, filtering,
resampling, additive noise, one-pixel shift and photomontage,
which involves mixing image signals from other sources. The
manipulated images, except for photomontage, are generated
by applying the corresponding manipulation to the intact im-
ages for . For photomontage, we include the following two
different types of other sources. The reliable sources refer to the
remaining 11 sources, which are not used for . The Internet
sources contain 1000 downloaded photos from the Flickr web-
site. The photo sources span 18 major camera brands and over
75 different camera models. The dimensions of these photos are
in comparable range to those from reliable sources. The number
of images for is 62 times of those used for . The total
number of images used in each of our manipulation detection
experiments is 37800.

A. Manipulation Detection Experiment

By randomly selecting the cropped images from about 3/4 of
the photos for training and the remaining for testing, we extract
the derivative correlation features and construct the ensemble
manipulation detector. As an example, we conduct the manipu-
lation detection experiments on four diverse sources including
Canon Ixus I, Nikon D70, Sony P73 and Olympus Master 2.
Shown in Fig. 4 is the average of type-I and type-II error rates
at different backtrack period for the 4 different sources mea-
sured on validation datasets. From the results, we can see that

leads to good detection results, which are consis-
tently better than the most frequent backtrack case, i.e., .
Hence, we set for our following manipulation detec-
tion experiments.
For the sources including Canon Ixus I, Nikon D70, Sony

P73 and Olympus Master 2, our constructed ensemble manipu-
lation detectors achieve average test error rates of 3.8%, 4.2%,
2.0% and 4.3%, respectively. These good results collectively
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Fig. 4. Error rates versus the backtrack period in FusionBoost learning.

Fig. 5. Receiver operating characteristics for the ensemble manipulation de-
tectors constructed for different image sources.

demonstrate the effectiveness of our proposed manipulation de-
tection framework for photos from diverse sources. Shown in
Figs. 5 and 6 are, respectively, the receiver operating charac-
teristics and the ensemble weight profiles. From Fig. 6, we find
the largest weight is commonly associated with , which is
trained using the green-channel EC features. The large weight
suggests that well and uniquely complements the rest of the
individual manipulation detectors. We also note that about 7–11
individual manipulation detectors have zero weight associated
depending on the image sources. These manipulation detectors
can be readily removed from the classifier ensemble. In a testing
scenario, their corresponding features need not be computed for
reduced complexity.
As a representative, we show in Table III the detailed testing

error rates for the Canon Ixus I model. The best performing
manipulation detectors are and , which are trained
using and , respectively. According to Table I, these
feature subsets contain the features extracted from the
red and blue demosaiced sample categories with axis being
the demosaicing axis. The average error rate achieved by the
ensemble detector is 3.8%, which is 45.7% lower than 7%, the
best error rate achieved by an individual manipulation detector.
This shows that FusionBoost has well utilized the relatively
weaker individual detectors to construct a stronger ensemble

Fig. 6. Weight profile learned by FusionBoost for the ensemble manipulation
detectors constructed for different image sources.

detector. Among the different manipulation types, we find that
our ensemble detector works well for filtering, resampling,
additive noise, lossy JPEG recompression and one-pixel shift.
Such operations likely introduce more distinctive distortions
to the underlying image correlation. Though the intact images
from the Canon Ixus I camera are in JPEG format, our results
show that JPEG recompression with various quality factors (im-
plemented in Matlab) can still be reliably detected. This is due
to the large differences in JPEG implementation, particularly
in chroma sub-sampling and the different quantization tables
employed. Our detection error rate for the luminance-plane
operations such as brightness adjustment, gamma correction
and sharpening is about 7–8%. Considering such processes
are likely implemented as post-demosaicing processes in a
camera, our achieved error rate is satisfactory. The error rates
achieved for detecting images from other sources is as low
as 6% and 8%, respectively, for the reliable sources and the
Internet sources. The small error rates suggest photomontage
forgery is largely detectable.
In view that a manipulated image can be practically stored

in JPEG format, implying after manipulation, the image would
further go through JPEG compression, we test the performance
of our learned ensemble detector in detecting the manipulated
images that have gone through two sequential processes, i.e.,
Manu + JPEG. ForManu, we include 13 types of non-JPEG op-
erations including brightness adjustment ( 5), gamma correc-
tion , gamma expansion , unsharp
mask dB , histogram equalization, Gaussian fil-
tering , median filtering , spatial aver-
aging , Wiener filtering , rotation

, scaling down (0.9 ), scaling up (1.1 ) and
adding white Gaussian noise dB . For JPEG,
we choose a high quality factor of 99. Based on 1300 manipu-
lated images, i.e., 100 images per Manu type, from Canon Ixus
I camera, our previously learnt ensemble detector achieves zero
error rate in detecting the JPEGmanipulated images. This shows
our ensemble detector can effectively detect a combination of
manipulation operations.
The computational time for using our ensemble detector is

mainly constrained by the feature computation time. Currently,
our extraction of 1536 features from on an image of 512 512
in MATLAB 7.4 on a Pentium IV 2.66 GHz PC takes about
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45 seconds. For several best performing feature subsets such as
, , and , our extraction time of about 1.4 second

per feature subset is efficient. Using LIBSVM tools, the average
time for classifying feature vectors with 104 features and 52 fea-
tures are 2.8 and 0.4 milliseconds per vector, respectively. With
known FusionBoost classifier weights, fusion of the individual
detectors takes less than 1 millisecond.
We also compare our proposed FusionBoost with several

score-level fusion schemes based on five separate rules [30],
feature-level fusion scheme, RealBoost and FloatBoost in
combining our 20 individual manipulation detectors. Here, Re-
alBoost and FloatBoost are adapted for fusing our pre-trained
probabilistic detectors by deactivating their classifier retraining
blocks. Out of all these fusion schemes, FusionBoost achieves
the least average error rates. Also it requires less time than
RealBoost in reaching its performance peak. One can refer to
[22] for the detailed comparison results.

B. Comparison With Existing Detection Methods

The closely related prior manipulation detection methods are
those based on other image correlation features, e.g., in [16],
[18], or other statistical features, e.g., in [9]. These features
share the similar characteristics with ours as being fragile to-
wards a wide range of different manipulation attempts. We note
that making a full comparison with these methods is difficult
due to large differences in the experimental configurations, the
image source models used, the type and number of features
used, the number of training and testing images per source, the
manipulation types involved and their parameters. Compared
with their methods, each of our manipulation detection exper-
iment involves 37800 images and 48 manipulation categories
based on different manipulation types and parameters, which
make our experimental scale significantly larger than only a few
thousand images and no more than 30 manipulation categories
in [9], [16], [18]. Our method also uniquely addresses the imbal-
ance issue faced in universal image manipulation detection and
our reported results are based on one ensemble manipulation de-
tector, which operates on the different manipulation types and
manipulation parameters. Even in such a context, we still find
our results highly competitive. For example, the work in [16]
report 80%–95% correct manipulation detection rate when the
false alarm rate is fixed at 10% for manipulation types ranging
from filtering, resampling, additive noise and histogram equal-
ization for a Canon Powershot A75 camera model. Our detec-
tion rates for the similar manipulation types are in the range of
93%–100% when the type-I error rate is 5% for a Canon Ixus
I camera model. The work in [9] reports about 80% detection
accuracy for a Canon Powershot S200 model where the manip-
ulation types include scaling, rotation, contrast enhancement,
brightness adjustment, blurring and sharpening. Our average de-
tection accuracy for the Canon Ixus model is 96.2%. The work
in [18] reports very high detection accuracy when several ma-
nipulation types including blurring, resampling and JPEG re-
compression are separately considered. Note that our ensemble
detector also works extremely well for such manipulation types
and, at the same time, it also has good performance in detecting
other manipulation types such as photomontage, brightness ad-
justment, gamma correction, etc.

For the existing methods, we also note their several strengths.
The work in [9] considers small manipulation strengths such
as one-degree rotation and one-percent scaling up/down. Based
on known ground-truth demosaicing parameters, the features in
[16] can be potentially used for source-independent manipula-
tion detection. The manipulation detection in [18] is based on
two features only. Though ours involves more features, the pro-
posed fusion-based framework has the advantage of easily in-
corporating these existing methods for improved performance.

C. Application in Patch-Based Manipulation Detection

In a practical scenario, a composite of different manipulation
types is commonly used to create a forgery photo. Since our
ensemble manipulation detector simultaneously detects many
manipulation types, it can be used for generic manipulation de-
tection. In this section, we test its efficacy in detecting local
image manipulation in a patch-based manner. With a patch size
of 512 512 and a step size of 256, we scan through an en-
tire photo step by step along both the horizontal and the vertical
axes. For each local patch, we extract the derivative correlation
features, feed the feature subsets into the corresponding indi-
vidual manipulation detectors and combine the output probabil-
ities into an ensemble score. Since each small area of 256 256
can be traversed up to four times with different ensemble scores,
we let the average score indicate the confidence of authenticity
for that region.
Fig. 7 shows two forgery detection examples for the Canon

Ixus I camera. Since the correlation regularity is believed to be
consistent across an entire intact photo, we use the previously
trained ensemble detector with the central-region image patches
to discover the possible manipulation in the entire photo. Shown
in the detection result are the average scores for each small area
of 256 256. In the first example, we detect the region-shift
forgery. By first dividing the intact photo in Fig. 7(a) into four
equal regions, we shift the top-right, the bottom-left and the
bottom-right regions by one pixel along the horizontal direction,
the vertical direction and the diagonal direction, respectively, to
create the forgery photo in Fig. 7(b). Though the small modifica-
tions are hardly noticeable by human eyes, the one-pixel shifts
change the underlying CFA to its 3 shifted versions in Fig. 1.
Since our features contain the discriminative CFA information,
such manipulation can be detected effectively. From the detec-
tion results in Fig. 7(c) and (d), the shifted top-right and bottom
regions expectedly show very low confidence scores as com-
pared to the detection results on the intact photo. In the second
example, the forgery photo in Fig. 7(f) is created from Fig. 7(e)
using manipulations such as resampling, region cloning, blur
filtering, etc. The detection result in Fig. 7(h) shows that the
manipulated region is largely detectable. In both examples, we
find that our detection on the two intact photos work better in
the central regions though the results achieved in the edge re-
gions are also acceptable. This suggests that there are still some
statistical differences among our extracted demosaicing features
at different image regions, which can be caused by the different
richness of image content. To further improve the result, one
can include the training patches cropped at the other regions as
well. The detection result in Fig. 7(g) shows some obvious false
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TABLE III
THE DETECTION ERROR RATES (%) FOR CANON IXUS I CAMERA MODEL. REFER TO TABLE II FOR ACRONYMS OF MANIPULATION TYPES

Fig. 7. Two patch-based manipulation detection examples using FusionBoost-learned ensemble detector; (a) an intact photo from Canon Ixus I camera and its
region-shifted version in (b); (c), (d) patch-based manipulation detection probability maps on photos in (a) and (b) respectively; (e) another intact photo from
Canon Ixus I camera and its manipulated version in (f); (g), (h) patch-based manipulation detection probability maps on photos in (e) and (f) respectively.

alarms in the sky region because it is generally difficult to ex-
tract high-quality correlation regularity in the smooth and satu-
rated image regions [21].

D. Manipulation Detection for Multiple Source Models

It is often desirable to have one manipulation detector for a
group of source models in practice so that our system does not
require knowing the specific source model of a test image. In
this experiment, we learn a single ensemble detector for four di-
verse sources including Canon Ixus I, Nikon D70, Sony P73 and
Olympus Master 2. Here, the classes and are constructed
by collecting the intact and manipulated images, respectively,
from the four sources together. Note that for , we remove
intact images of the four selected sources from the Photomon-
tage/RS category in Table II. This reduces our imbalance ratio
from 62:1 to 59:1. Using our FusionBoost, we achieve an av-
erage of 4.0% for type-I and type-II error rates, which is only
0.4% higher than the average error rate of 3.6% for the case that

one ensemble detector is learnt for each of the four sources. The
average error rate for the best individual detector is 8.5% based
on the feature subset in Table I. This good result shows the
feasibility of learning one detector for a group of sources using
our FusionBoost.

IV. CONCLUSION

In this paper, we proposed an ensemble manipulation detector
to simultaneously detect a wide range of manipulation types on
local image patches. By organizing derivative correlation fea-
tures into a number of small feature subsets, we learnt a set of
lightweight manipulation detectors using probabilistic support
vector machines. These individual detectors exhibit diverse per-
formance. After linearly combining them into an ensemble clas-
sifier using FusionBoost, large-scale experiments showed that
our ensemble detector achieved very low average error rates
ranging from 2.0%–4.3% to detect manipulations for different
image sources. Based on the results for Canon Ixus I model, our
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detector worked particularly well to detect various image fil-
tering, resampling, additive noise, lossy JPEG compression and
one-pixel shift. Though luminance-plane operations and pho-
tomontage are relatively harder to detect, our accuracy rates of
less than 8% are still highly satisfactory. FusionBoost showed
good efficacy in combining 20 pre-trained probabilistic detec-
tors. Moreover, the classifier selection in FusionBoost elimi-
nates the ineffective individual detectors and its feature subsets
for the reduced system complexity in the practical scenario. Our
low average error rate of 4.0% also suggests the feasibility of
learning one ensemble detector for multiple source models.
Our current good results are achieved based on several

assumptions: 1) the input image has been demosaiced on a 2
2 periodical CFA, e.g., a Bayer CFA, where demosaicing and
its post-processes introduce unique and persistent regularity
throughout the image; 2) the image patch is of sufficient size,
e.g., 512 512, so that demosaicing regularity can be reliably
estimated; 3) the image source or the source group is known
with adequate number of training images available. In the
future, more research effort is needed to validate these assump-
tions in practical scenarios. The extension to the non-CFA
interpolated images and to image patches of reduced sizes shall
be investigated.

APPENDIX A
REALBOOST FOR PROBABILISTIC CLASSIFIERS

The RealBoost ensemble classifier is written as [29]

(A.1)

where is a weak classifier learned in the iteration for
predicting the class label and is its associated weight. With
labeled training samples , where

and an initial distribution for , Real-
Boost learns a new stage by minimizing

(A.2)

For a selected classifier , one derived solution for is

(A.3)

where ,

and is a small smoothing con-
stant. Following the inclusion of a new stage , the
distribution is updated as

(A.4)

where is a normalization factor so that .
Note that RealBoost cannot be used directly for fusing proba-
bilistic classifiers, whose outputs are in the range of [0, 1]. We

convert RealBoost and write the ensemble probabilistic classi-
fier as

(A.5)

where the probabilistic classifier can be viewed as
predicting the label instead of with
the following conversion holds

and (A.6)

can be shown equivalent in performance with .
Eqn (A.3) still holds, where

and are rewritten in terms of
and . Eqn (A.4) for the distribution update becomes

(A.7)
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